Introduction

Deep learning techniques have demonstrated remarkable performance in
medical imaging analysis and diagnosis, surpassing traditional computer
vision techniques involving manual feature extraction and classification. In
many cases, these techniques have even outperformed medical practitioners
in diagnosing diseases from medical imaging [1].

However, this class of machine learning techniques faces fundamental flaws
due to their black-box nature and lack of transparency in their decision
outcomes, making their use in real-world medical settings problematic [2],

13].

While extensive research focuses on improving the performance of these
models, the lack of interpretability associated with deep learning techniques
in medical imaging analysis remains an issue to be addressed [4], [5], [6].

Recognizing the critical importance of enhancing interpretability, this study
examines the use of input gradients to provide insights into the decision-
making process of a pretrained VGG-16 Convolutional Neural Network model
trained on prostate lesion MR imaging data for malighancy classification. By
overlaying these input gradients on the original images, we aim to elucidate
the model's reasoning, enabling the utilization of deep learning's powerful
pattern recognition capabilities while maintaining explainability and
transparency.

Approach

Dataset

The dataset comprised MR imaging data from 346 participants which was
obtained from the ProstateX international challenge focused on the
classification of clinically significant prostate cancers. T2-Weighted axial
plane image series were used for the analysis [7]. Images were standardized
and cropped to lesion centers. An 80-20 split was used for training and
testing, respectively. Flip transformations were employed to augment the
data and address class imbalance.

Model

Pretrained VGG-16 CNN model weights [8] were loaded and used as a feature
extractor for the cropped prostate lesion MR images. The extracted features
were then fed into a custom shallow neural network classifier. The classifier
architecture consisted of fully connected layers and was trained to predict
whether a lesion's malignancy was clinically significant (Gleason score > 7).
An Adam optimizer and binary cross-entropy loss were utilized during the
training process.

Interpretation

Cropped malignant prostate lesion MR images with accurate predictions
were selected for analysis. Logits corresponding to the positive class
(malignancy) were chosen as the tensor for which backpropagation was
performed through PyTorch's autograd [9] module. Using matplotlib [10], the
original MR images were overlaid with heatmaps generated from the
corresponding input gradients, with an alpha value of 0.5 for transparency.
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Results

After preprocessing, 321 MR images of cropped prostate lesions remained for analysis.
The feature extraction layers of the VGG-16 [11] model were kept fixed with the pretrained
weights obtained using PyTorch [9].

The classifier head was trained for 100 epochs with checkpoints to evaluate the model's
performance on the test set at the end of every epoch. The parameters of the models with
the highest test set evaluation metrics for accuracy, sensitivity, and minimum of accuracy
and sensitivity were saved at the end of each checkpoint as a form of early stopping.

This training technique consistently resulted in a model with the highest minimum of
sensitivity and specificity consistently around epochs 40 to 50. The best model was
chosen as the model with the highest minimum of sensitivity and specificity. This model
achieved test set evaluation metrics of 63.08% accuracy, 66.67% sensitivity, and 62.26%
specificity.

For the analysis of the input gradients, the resulting image with the overlay of the input
gradients on the original cropped prostate lesion image visualizes a heatmap of regions in
the image that most contributed to the malignant classification outcome of the model.
Regions in red indicate a positive contribution towards a malignant classification,
whereas blue regions indicate a lower or negative contribution towards a malignant
classification of the lesion MR image.

Figure 1. Input Gradients of Prostate Lesion Centered MRI slice
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Discussion

This study comprised two main components: building a classification model to categorize cropped prostate lesions as cancerous or non-
cancerous, and enhancing the interpretability of the model's decision-making process.

To facilitate this investigation, a relatively simple VGG-16 architecture [11] was chosen over more complex models. Additionally, the study
only incorporated axial image series from the MR image data, rather than utilizing a more comprehensive set of MR image series as
employed in other research.

These design choices enabled a thorough examination of the model's interpretability but may have contributed to the suboptimal
classification performance.

While the benefits of using pretrained weights have been demonstrated in various works, it is possible that a set of parameters more relevant
to the prostate lesion classification task could yield better results for the feature extraction layers.

Simple augmentation techniques were applied to address the class imbalance. However, these techniques may have been overly simplistic
compared to more advanced methods involving the addition of noise, blurs, shears, and other transformations [12].

Previous works have shown instances where models have learned to focus on irrelevant image artifacts or regions as primary determinants
of classification outcomes, which would render the model unusable in real-world scenarios [13], [14], [15].

Despite these challenges, the resulting visualizations demonstrate great potential as tools to validate the decision-making process of deep
neural networks to ensure that it is not relying on spurious features as indicators of malignancy.

By examining the input gradients, researchers can verify that the model is attending to clinically relevant regions and features when making
its predictions.
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Future Directions

Leveraging Comprehensive Data

Benign Preliminary results suggest incorporating sagittal, coronal,

and Ktrans MR image series, in addition to axial data used
here, could improve performance and provide a more
holistic representation of prostate lesions. With robust
interpretability techniques established, we can extend our
analysis to leverage comprehensive MR data.

Actual

Exploring Advanced Architectures

Benign Architectures like U-Net [16], specifically designed for

medical imaging analysis, have demonstrated success and
may better capture lesion intricacies compared to general
models used in this study. Applying our interpretability
methods to such advanced architectures could enable
high-performing yet transparent models.
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Comparative Interpretability Analysis

Benign Malignant Beyond input gradients, techniques like Class Activation

Maps [17] and Grad-CAM [18] are worth investigating to
provide complementary perspectives on model reasoning.
A comparative analysis combining multiple interpretability
approaches could uncover deeper insights into decision-
making nuances.

Predicted

Figure 2. Model Predictions and Ground Truth for
Clinical Significance of Lesions
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